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UNIT -5 
DEADLOCK 

 
5.1 CONCEPT OF DEADLOCK 

A set of process is in a deadlock state if each process in the set is waiting for an event that can 
be caused by only another process in the set. In other words, each member of the set of deadlock 
processes is waiting for a resource that can be released only by a deadlock process. None of the 
processes can run, none of them can release any resources, and none of them can be awakened.  

The resources may be either physical or logical. Examples of physical resources are 
Printers, Hard Disc Drives, Memory Space, and CPU Cycles. Examples of logical resources are Files, 
Semaphores, and Monitors.  

The simplest example of deadlock is where process 1 has been allocated non-shareable 
resources A (say a Hard Disc drive) and process 2 has be allocated non-sharable resource B (say a 
printer). Now, if it turns out that process 1 needs resource B (printer) to proceed and process 2 needs 
resource A (Hard Disc drive) to proceed and these are the only two processes in the system, each is 
blocked the other and all useful work in the system stops. This situation is termed deadlock. The system 
is in deadlock state because each process holds a resource being requested by the other process neither 
process is willing to release the resource it holds. 
 

5.2 SYSTEM MODEL 
A system consists of a finite number of resources to be distributed among a number of 

competing processes. The resources are partitioned into several types, each consisting of some number 
of identical instances. Memory space, CPU cycles, files, and I/O devices (such as printers and DVD 
drives) are examples of resource types. If a system has two CPUs, then the resource type CPU has two 
instances. Similarly, the resource type printer may have five instances. 
 

A process must request a resource before using it and must release the resource after using it. A 
process may request as many resources as it requires to carry out its designated task. Obviously, the 
number of resources requested may not exceed the total number of resources available in the system. 
In other words, a process cannot request three printers if the system has only two. 
 
Under the normal mode of operation, a process may utilize a resource in only the following sequence: 

1. Request: If the request cannot be granted immediately (for example, if the resource is being used by 

another process), then the requesting process must wait until it can acquire the resource. 
2. Use: The process can operate on the resource (for example, if the resource is a printer, the process can 

print on the printer). 
3. Release: The process releases the resource. 

 

Examples are the request( ) and release( ) device, open( ) and close( ) file, and allocate( ) and free( ) 
memory system calls. Request and release of resources that are not managed by the operating system 
can be accomplished through the wait( ) and signal( ) operations on semaphores or through acquisition 
and release of a mutex lock. For each use of a kernel managed resource by a process or thread, the 
operating system checks to make sure that the process has requested and has been allocated the 
resource. A system table records whether each resource is free or allocated; for each resource that is 
allocated, the table also records the process to which it is allocated. If a process requests a resource that 
is currently allocated to another process, it can be added to a queue of processes waiting for this 
resource. 
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5.3 DEADLOCK DETECTION 
If a system does not employ either a deadlock-prevention or a deadlock avoidance algorithm, then a 

deadlock situation may occur. In this environment, the system must provide: 
  

• An algorithm that examines the state of the system to determine whether a deadlock has occurred. 
  
• An algorithm to recover from the deadlock. 
According to number of instances in each resource type, the Deadlock Detection algorithm can be 

classified into two categories as follows: 
 
1. Single Instance of Each Resource Type: 
If all resources have only a single instance, then it can define a deadlock detection algorithm that 
uses a variant of the resource-allocation graph (is called a wait-for graph). A wait–for graph can be 
draw by removing the nodes of type resource and collapsing the appropriate edges from the 
resource-allocation graph. 
 
An edge from Pi to Pj in a wait-for graph implies that process Pi is waiting for process Pj to release 
a resource that Pi needs. An edge Pi→Pj exists in a wait-for graph if and only if the corresponding 
resource allocation graph contains two edges Pi→Rq and Rq→Pj for some resource Rq. For 
Example: 
 
 
 
 
 
 
 
 
 
 
 
 
  (a) Resource-allocation graph    (b) Corresponding wait-for graph 
 

A deadlock exists in the system if and only if the wait-for graph contains a cycle. To detect 
deadlocks, the system needs to maintain the wait-for graph and periodically to invoke an algorithm that 
searches for a cycle in the graph. An algorithm to detect a cycle in a graph requires an order of n2 
operations, where n is the number of vertices in the graph. 
 
2. Several Instances of a Resource Type: 
The following deadlock-detection algorithm is applicable to several instance of a resource type. The 
algorithm employs several time-varying data structures: 
Available: A vector of length m indicates the number of available resources of each type. 
Allocation: An n x m matrix defines the number of resources of each type currently allocated to each 
process. 
Request: An n x m matrix indicates the current request of each process. If Request[i,j] = k, then process 
Pi is requesting k more instances of resource type Rj. 
The detection algorithm is described as follows: 

1. Let Work and Finish be vectors of length m and n, respectively. 
Initialize, Work := Available. For i = 1, 2, ..., n, 
if Allocationi != 0, then Finish[i] :=false; otherwise, Finish[i] := true. 
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2. Find an index i such that both 
 a. Finish[i] =false. 

b. Requesti < Work. 
If no such i exists, go to step 4. 

3. Work := Work + Allocationi 
Finish[i] := true 
go to step 2. 

4. If Finish[i] = false, for some i, 1 < i < n, then the system is in a deadlock state. 
if Finish[i] =false, then process Pi is deadlocked. 

This algorithm requires an order of m x n2 operations to detect whether the system is in a deadlocked 
state. 
 

5.4 RESOURCE ALLOCATION GRAPH 
Deadlocks can be described in terms of a directed graph called a system resource-allocation graph. 
 
This graph consists of a set of vertices V and a set of edges E. The set of vertices V is partitioned into two 
different types of nodes P = {PI, P2, ..., Pn}, the set consisting of all the active processes in the system, 
and R = {R1, R2, ..., Rm}, the set consisting of all resource types in the system. 
 
A directed edge from process Pi to resource type Rj is denoted by Pi→Rj; it signifies that process Pi 
requested an instance of resource type Rj and is currently waiting for that resource. A directed edge 
Pi→Rj is called a request edge. 
 
A directed edge from resource type Rj to process Pi is denoted by Rj→Pi; it signifies that an instance of 
resource type Rj has been allocated to process Pi. A directed edge Rj→Pi is called an assignment edge. 
 
Pictorially, we represent each process Pi as a circle and each resource type Rj as a square. Since 
resource type Rj may have more than one instance, we represent each such instance as a dot within the 
square. A request edge points to only the square Rj, whereas an assignment edge must designate one of 
the dots in the square. 

 
The resource-allocation graph shown below depicts the following situation. 
The sets P, R, and E: 
P = {P1, P2, P3} 
R = {R1, R2, R3, R4} 
E = {P1→R1, P2→R3, R1→P2, R2→P2, R2→P1, R3→P3} 
Resource instances: 

 One instance of resource type R1 
 Two instances of resource type R2 
 One instance of resource type R3 
 Three instances of resource type R4 

Process states: 
 Process PI is holding an instance of resource type R2, and is waiting for an instance of resource 

type R1. 
 Process P2 is holding an instance of R1 and R2, and is waiting for an instance of resource type 

R3. 
 Process P3 is holding an instance of R3. 
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Example of a Resource Allocation Graph 

 

Given the definition of a resource-allocation graph, it can be shown that, if the graph contains no cycles, 
then no process in the system is deadlocked. If the graph does contain a cycle, then a deadlock may 
exist. 
 
If each resource type has exactly one instance, then a cycle implies that a deadlock has occurred. If the 
cycle involves only a set of resource types, each of which has only a single instance, then a deadlock has 
occurred. Each process involved in the cycle is deadlocked. In this case, a cycle in the graph is both a 
necessary and a sufficient condition for the existence of deadlock. 
 
If each resource type has several instances, then a cycle does not necessarily imply that a deadlock has 
occurred. In this case, a cycle in the graph is a necessary but not a sufficient condition for the existence 
of deadlock. 
 
To illustrate this concept, let us return to the resource-allocation graph depicted in Figure. Suppose that 
process P3 requests an instance of resource type R2. Since no resource instance is currently available, a 
request edge P3→R2 is added to the graph. At this point, two minimal cycles exist in the system: 
P1→R1→ P2→ R3→ P3→ R2→ P1 
P2→ R3 → P3→ R2→ P2 
 
Processes PI, P2, and P3 are deadlocked. Process P2 is waiting for the resource R3, which is held by 
process P3. Process P3, on the other hand, is waiting for either process PI or process P2 to release 
resource R2. In addition, process PI is waiting for process P2 to release resource R1. 

 
Resource Allocation Graph with a deadlock 

 
Now consider the resource-allocation graph in the following Figure. In this example, we also have a 
cycle However, there is no deadlock. Observe that process P4 may release its instance of resource type 
R2. That resource can then be allocated to P3, breaking the cycle. 
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Resource Allocation Graph with a Cycle but No Deadlock 

 
5.5 METHODS OF DEADLOCK HANDLING 
Generally speaking, we can deal with the deadlock problem in one of three ways: 
• We can use a protocol to prevent or avoid deadlocks, ensuring that the system will never enter a 
deadlock state. 
• We can allow the system to enter a deadlock state, detect it, and recover. 
• We can ignore the problem altogether and pretend that deadlocks never occur in the system. 
 
The third solution is the one used by most operating systems, including UNIX and Windows; it is then 
up to the application developer to write programs that handle deadlocks. 
 

In general, there are four strategies of dealing with deadlock problem: 
1. Deadlock Prevention: Prevent deadlock by resource scheduling so as to negate at least one of 

the four conditions. 
2. Deadlock Avoidance: Avoid deadlock by careful resource scheduling. 
3. Deadlock Detection and Recovery: Detect deadlock and when it occurs, take steps to recover. 
4. The Ostrich Approach: Just ignore the deadlock problem altogether. 

 
To ensure that deadlocks never occur, the system can use either a deadlock prevention or a deadlock-
avoidance scheme. Deadlock prevention provides a set of methods for ensuring that at least one of the 
necessary conditions cannot hold. These methods prevent deadlocks by constraining how requests for 
resources can be made.  
 
Deadlock avoidance requires that the operating system be given in advance additional information 
concerning which resources a process will request and use during its lifetime. With this additional 
knowledge, it can decide for each request whether or not the process should wait. To decide whether 
the current request can be satisfied or must be delayed, the system must consider the resources 
currently available, the resources currently allocated to each process, and the future requests and 
releases of each process.  
 

5.6 RECOVERY & PREVENTION, BANKER’S ALGORITHM & SAFETY ALGORITHM 
 
5.6.1 Recovery from Deadlock 

When a detection algorithm determines that a deadlock exists, several alternatives are available. 
One possibility is to inform the operator that a deadlock has occurred and to let the operator deal with 
the deadlock manually. Another possibility is to let the system recover from the deadlock automatically. 
There are two options for breaking a deadlock. One is simply to abort one or more processes to break 
the circular wait. The other is to preempt some resources from one or more of the deadlocked 
processes. 



OPERATING SYSTEM 
 

 
Er. Susovan Sarkar, Dept. of CSE, SVSET, Madanpur, Bhubaneswar 
 

Page 6 

Process Termination 
To eliminate deadlocks by aborting a process, we use one of two methods. In both methods, the system reclaims all 

resources allocated to the terminated processes. 

 Abort all deadlocked processes. This method clearly will break the deadlock cycle, but at great expense; the 

deadlocked processes may have computed for a long time, and the results of these partial computations must be 

discarded and probably will have to be recomputed later. 

 Abort one process at a time until the deadlock cycle is eliminated. This method incurs considerable 

overhead, since, after each process is aborted, a deadlock-detection algorithm must be invoked to determine 

whether any processes are still deadlocked.  

 

Aborting a process may not be easy. If the process was in the midst of updating a file, terminating it will leave that file 

in an incorrect state. Similarly, if the process was in the midst of printing data on a printer, the system must reset the 

printer to a correct state before printing the next job. If the partial termination method is used, then we must determine 

which deadlocked process (or processes) should be terminated. This determination is a policy decision, similar to CPU-

scheduling decisions. The question is basically an economic one; we should abort those processes whose termination 

will incur the minimum cost. Unfortunately, the term minimum cost is not a precise one.  

 

Resource Preemption 
To eliminate deadlocks using resource preemption, we successively preempt some resources from 
processes and give these resources to other processes until the deadlock cycle is broken. 
If preemption is required to deal with deadlocks, then three issues need to be addressed: 

1. Selecting a victim. Which resources and which processes are to be preempted? As in process 
termination, we must determine the order of preemption to minimize cost. Cost factors may 
include such parameters as the number of resources a deadlocked process is holding and the 
amount of time the process has thus far consumed during its execution. 

2. Rollback. If we preempt a resource from a process, what should be done with that process? 
Clearly, it cannot continue with its normal execution; it is missing some needed resource. We 
must roll back the process to some safe state and restart it from that state. Since, in general, it is 
difficult to determine what a safe state is, the simplest solution is a total rollback: Abort the 
process and then restart it. Although it is more effective to roll back the process only as far as 
necessary to break the deadlock, this method requires the system to keep more information 
about the state of all running processes. 

3. Starvation. How do we ensure that starvation will not occur? That is, how can we guarantee that 
resources will not always be preempted from the same process? 

 
In a system where victim selection is based primarily on cost factors, it may happen that the same 
process is always picked as a victim. As a result, this process never completes its designated task, a 
starvation situation that must be dealt with in any practical system. Clearly, we must ensure that a 
process can be picked as a victim only a (small) finite number of times. The most common solution is to 
include the number of rollbacks in the cost factor. 
 
5.6.2 Deadlock Prevention 
A deadlock may be prevented by denying any one of the conditions. 

 Elimination of “Mutual Exclusion” Condition: The mutual exclusion condition must hold for 
non-sharable resources. That is, several processes cannot simultaneously share a single 
resource. This condition is difficult to eliminate because some resources, such as the Hard disc 
drive and printer, are inherently non-shareable. Note that shareable resources like read-only-file 
do not require mutually exclusive access and thus cannot be involved in deadlock. 

 
 Elimination of “Hold and Wait” Condition: There are two possibilities for elimination of the 

second condition. The first alternative is that a process request be granted all of the resources it 
needs at once, prior to execution. The second alternative is to disallow a process from requesting 
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resources whenever it has previously allocated resources. This strategy requires that all of the 
resources a process will need must be requested at once. The system must grant resources on 
“all or none” basis. If the complete set of resources needed by a process is not currently 
available, then the process must wait until the complete set is available. While the process waits, 
however, it may not hold any resources. Thus the “wait for” condition is denied and deadlocks 
cannot occur. This strategy can lead to serious waste of resources. 
 

 Elimination of “No-preemption” Condition: The non-preemption condition can be alleviated 
by forcing a process waiting for a resource that cannot immediately be allocated to relinquish all 
of its currently held resources, so that other processes may use them to finish. This strategy 
requires that when a process that is holding some resources is denied a request for additional 
resources. The process must release its held resources and, if necessary, request them again 
together with additional resources. Implementation of this strategy denies the “no-preemptive” 
condition effectively. 
 

 Elimination of “Circular Wait” Condition: The last condition, the circular wait, can be denied 
by imposing a total ordering on all of the resource types and then forcing, all processes to 
request the resources in order (increasing or decreasing). This strategy impose a total ordering 
of all resources types, and to require that each process requests resources in a numerical order 
(increasing or decreasing) of enumeration. With this rule, the resource allocation graph can 
never have a cycle. 

 
For example, provide a global numbering of all the resources, as shown 

1 ≡ Card reader 
2 ≡ Printer 
3 ≡ Optical driver 
4 ≡ HDD 
5 ≡ Card punch 

 
Now the rule is this: processes can request resources whenever they want to, but all requests must be 
made in numerical order. A process may request first printer and then a HDD(order: 2, 4), but it may 
not request first a optical driver and then a printer (order: 3, 2). The problem with this strategy is that 
it may be impossible to find an ordering that satisfies everyone. 
 
5.6.3 Banker’s Algorithm 
The Banker's algorithm is a resource allocation & deadlock avoidance algorithm developed by Edsger 
Dijkstra that test for safety by simulating the allocation of pre-determined maximum possible amounts 
of all resources. Then it makes a "safe-state" check to test for possible deadlock conditions for all other 
pending activities, before deciding whether allocation should be allowed to continue. 
 
The Banker's algorithm is run by the operating system whenever a process requests resources. The 
algorithm prevents deadlock by denying or postponing the request if it determines that accepting the 
request could put the system in an unsafe state (one where deadlock could occur). 
 
For the Banker's algorithm to work, it needs to know three things: 

 How much of each resource could possibly request by each process. 
 How much of each resource is currently holding by each process. 
 How much of each resource the system currently has available. 

Resources may be allocated to a process only if it satisfies the following conditions: 
1. request ≤ max, else set error as process has crossed maximum claim made by it. 
2. request ≤ available, else process waits until resources are available. 
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Several data structures must be maintained to implement the banker's algorithm. These data structures 
encode the state of the resource-allocation system. Let n be the number of processes in the system and 
m be the number of resource types. We need the following data structures: 
 

Available: A vector of length m indicates the number of available resources of each type. If 
Available[j] = k, there are k instances of resource type Rj available. 

 
Max: An n x m matrix defines the maximum demand of each process. If Max[i,j] = k, then process 
Pi may request at most k instances of resource type Rj. 

 
Allocation: An n x m matrix defines the number of resources of each type currently allocated to 
each process. If Allocation[i,j] = k, then process Pi is currently allocated k instances of resource 
type Rj. 

 
Need: An n x m matrix indicates the remaining resource need of each process. If Need[i,j] = k, 
then process Pi may need k more instances of resource type Ri to complete its task. Note that 
Need[i,j] = Max[i,j] - Allocafion[i,j]. 

 
These data structures vary over time in both size and value. The vector Allocationi specifies the 
resources currently allocated to process Pi; the vector Needi specifies the additional resources that 
process Pi may still request to complete its task. 
 
5.6.4 Safety Algorithm 
The algorithm for finding out whether or not a system is in a safe state can be described as follows: 

1. Let Work and Finish be vectors of length m and n, respectively. Initialize 
Work:= Available and Finisk[i]=false for i = 0,1,2, ..., n-1. 

2. Find an i such that both 
a. Finish[i] =false 
b. Needi ≤ Work. 

If no such i exists, go to step 4. 
3. Work:= Work + Allocationi 

Finish[i] := true 
go to step 2. 

4. If Finish[i] = true for all i, then the system is in a safe state. 
 
This algorithm may require an order of m x n2 operations to decide whether a state is safe. 
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UNIT - 6 
FILE MANAGEMENT 

 
6.1 File Organization, Directory & File Structure, Sharing Of Files  
6.1.1 File Organization 

The file system provides the mechanism for on-line storage of and access to both data and programs of 
the operating system and all the users of the computer system. The file system consists of two distinct 
parts: a collection of files, each storing related data, and a directory structure, which organizes and 
provides information about all the files in the system. 
 
File Concept 
A file is a collection of related information that is recorded on secondary storage. From a user's 
perspective, a file is the smallest allotment of logical secondary storage and data cannot be written to 
secondary storage unless they are within a file. 
Four terms are in common use when discussing files: 
 A field is the basic element of data. An individual field contains a single value, such as an 

employee’s last name, a date, or the value of a sensor reading. It is characterized by its length 
and data type. 

 A record is a collection of related fields that can be treated as a unit by some application 
program. For example, an employee record would contain such fields as name, social security 
number, job classification, date of hire, and so on. 

 A file is a collection of similar records. The file is treated as a single entity by users and 
applications and may be referenced by name. 

 A database is a collection of related data. A database may contain all of the information related 
to an organization or project, such as a business or a scientific study. The database itself consists 
of one or more types of files. 

 
File Attributes: 
A file has the following attributes: 
 Name: The symbolic file name is the only information kept in human readable form. 
 Identifier: This unique tag, usually a number, identifies the file within the file system; it is the 

non-human-readable name for the file. 
 Type: This information is needed for those systems that support different types. 
 Location: This information is a pointer to a device and to the location of the file on that device. 
 Size: The current size of the file (in bytes, words, or blocks), and possibly the maximum allowed 

size are included in this attribute. 
 Protection: Access-control information determines who can do reading, writing, executing, and 

so on. 
 Time, date, and user identification: This information may be kept for creation, modification 

and last use. These data can be useful for protection, security, and usage monitoring. 

 
File Operations: 
The operating system can provide system calls to create, write, read, reposition, delete, and truncate 
files. 
 
The file operations are described as followed: 
 Creating a file: Two steps are necessary to create a file. First, space in the file system must be 

found for the file. Second, an entry for the new file must be made in the directory. The directory 
entry records the name of the file and the location in the file system, and other information. 
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 Writing a file: To write a file, we make a system call specifying both the name of the file and the 

information to be written to the file. Given the name of the file, the system searches the directory to 

find the location of the file. The system must keep a write pointer to the location in the file where the 

next write is to take place. The write pointer must be updated whenever a write occurs. 

 

 Reading a file: To read from a file, we use a system call that specifies the name of the file and where 

(in main memory) the next block of the file should be put. Again, the directory is searched for the 

associated directory entry, and the system needs to keep a read pointer to the location in the file where 

the next read is to take place. Once the read has taken place, the read pointer is updated. 

 

 Repositioning within a file: The directory is searched for the appropriate entry, and the current-file-

position is set to a given value. Repositioning within a file does not need to involve any actual I/O. 

This file operation is also known as a file seeks. 

 

 Deleting a file: To delete a file, we search the directory for the named file. Having found the 

associated directory entry, we release all file space, so that it can be reused by other files, and erase the 

directory entry. 

 

 Truncating a file: The user may want to erase the contents of a file but keep its attributes. Rather than 

forcing the user to delete the file and then recreate it, this function allows all attributes to remain 

unchanged-except for file length-but lets the file be reset to length zero and its file space released. 
 
6.1.2 Directory Structure 
A directory is an object that contains the names of file system objects. File system allows the users to 
organize files and other file system objects through the use of directories. The structure created by 
placement of names in directories can take a number of forms: 

I. Single-level Directory 
II. Two-level Directory 

III. Tree Structured Directory 
IV. Acyclic Graph Directory 
V. General Graph Directory 

 
1. Single-Level Directory: The simplest directory structure is the single-level directory. All files are 
contained in the same directory, which is easy to support and understand. A single-level directory has 
significant limitations, when the number of files increases or when the system has more than one user. 
Since all files are in the same directory, they must have unique names. 

 
 
2. Two-Level Directory: In the two-level directory structure, each user has its own user file directory 
(UFD). Each UFD has a similar structure, but lists only the files of a single user. When a user job starts 
or a user logs in, the system's master file directory (MFD) is searched. The MFD is indexed by user 
name or account number, and each entry points to the UFD for that user. When a user refers to a 
particular file, only his own UFD is searched. Different users may have files with the same name, as long 
as all the file names within each UFD are unique. To create a file for a user, the operating system 
searches only that user's UFD to ascertain whether another file of that name exists. To delete a file, the 
operating system confines its search to the local UFD; thus, it cannot accidentally delete another user's 
file that has the same name. 
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3. Tree-structured directories: A tree structure is A more powerful and flexible approach to organize 
files and directories in hierarchical. There is a master directory, which has under it a number of user 
directories. Each of these user directories may have subdirectories and files as entries. This is true at 
any level: That is, at any level, a directory may consist of entries for subdirectories and/or entries for 
files. 

 
 
4. Acyclic-Graph Directories: 
An acyclic graph allows directories to have shared subdirectories and files. The same file or 
subdirectory may be in two different directories. An acyclic graph is a natural generalization of the tree 
structured directory scheme. A shared file (or directory) is not the same as two copies of the file. With 
two copies, each programmer can view the copy rather than the original, but if one programmer 
changes the file, the changes will not appear in the other's copy. Shared files and subdirectories can be 
implemented in several ways. A common way is to create a new directory entry called a link. A link is a 
pointer to another file or subdirectory. 

 
 
 
5. General Graph Directory: 
When we add links to an existing tree-structured directory, the tree structure is destroyed, resulting in 
a simple graph structure. 
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6.1.3 File Structure 
A file is a named collection of related information that is recorded on secondary storage such as 
magnetic disks, magnetic tapes and optical disks. In general, a file is a sequence of bits, bytes, lines or 
records whose meaning is defined by the files creator and user. 
 
A File Structure should be according to a required format that the operating system can understand. 

 A file has a certain defined structure according to its type. 
 A text file is a sequence of characters organized into lines. 
 A source file is a sequence of procedures and functions. 
 An object file is a sequence of bytes organized into blocks that are understandable by the 

machine. 
 When operating system defines different file structures, it also contains the code to support 

these file structure. Unix, MS-DOS support minimum number of file structure. 
 
File Type: 
File type refers to the ability of the operating system to distinguish different types of file such as text 
files source files and binary files etc. Many operating systems support many types of files. Operating 
system like MS-DOS and UNIX have the following types of files − 

1. Ordinary files 
 These are the files that contain user information. 
 These may have text, databases or executable program. 
 The user can apply various operations on such files like add, modify, delete or even remove 

the entire file. 
 

2. Directory files 
 These files contain list of file names and other information related to these files. 

 
3. Special files 

 These files are also known as device files. 
 These files represent physical device like disks, terminals, printers, networks, tape drive etc. 
 
These files are of two types − 
 Character special files − data is handled character by character as in case of terminals or 

printers. 
 Block special files − data is handled in blocks as in the case of disks and tapes. 

 
6.1.4 Sharing Of Files 
File sharing is a multipurpose computer service feature that evolved from removable media via 
network protocols, such as File Transfer Protocol (FTP). Beginning in the 1990s, many remote file-
sharing mechanisms were introduced, including FTP, hotline and Internet Relay Chat (IRC). 
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Operating systems also provide file-sharing methods, such as Network File Sharing (NFS). Most file-
sharing tasks use two basic sets of network criteria, as follows: 

 Peer-to-Peer (P2P) File Sharing: This is the most popular, but controversial, method of file 
sharing because of the use of peer-to-peer software. Network computer users locate shared data 
with third party software. P2P file sharing allows users to directly access download and edit 
files. Some third-party software facilitates P2P sharing by collecting and segmenting large files 
into smaller pieces. 
 

 File Hosting Services: This P2P file-sharing alternative provides a broad selection of popular 
online material. These services are quite often used with Internet collaboration methods, 
including email, blogs, forums, or other mediums, where direct download links from the file 
hosting services can be included. These service websites usually host files to enable users to 
download them. 

 
6.1.4.1 Multiple Users 
When an operating system accommodates multiple users, the issues of file sharing, file naming, and file 
protection become preeminent. Given a directory structure that allows files to be shared by users, the 
system must mediate the file sharing. The system can either allow a user to access the files of other 
users by default or require that a user specifically grant access to the files. Many systems have multiple 
local file systems, including volumes of a single disk or multiple volumes on multiple attached disks. In 
these cases, the ID checking and permission matching are straightforward, once the file systems are 
mounted. 
 
6.1.4.2 Remote File Systems 
Networking allows the sharing of resources spread across a campus or even around the world. One 
obvious resource to share is data in the form of files. Through the evolution of network and file 
technology, remote file-sharing methods have changed. The first implemented method involves 
manually transferring files between machines via programs like FTP. The second major method uses a 
Distributed File System (DFS) in which remote directories are visible from a local machine. In some 
ways, the third method, the World Wide Web, is a reversion to the first. 
 
FTP is used for both anonymous and authenticated access. Anonymous access allows a user to transfer 
files without having an account on the remote system. 
 
The World Wide Web uses anonymous file exchange almost exclusively. 
 
DFS involves a much tighter integration between the machine that is accessing the remote files and the 
machine providing the files. 
 

The Client- Server Model 
Remote file systems allow a computer to mount one or more file systems from one or more remote 
machines. In this case, the machine containing the files is the server, and the machine seeking access to 
the files is the client. The client-server relationship is common with networked machines. Generally, the 
server declares that a resource is available to clients and specifies exactly which resource (in this case, 
which files) and exactly which clients. A server can serve multiple clients, and a client can use multiple 
servers, depending on the implementation details of a given client-server facility. 
 
The server usually specifies the available files on a volume or directory level. Client identification is 
more difficult. A client can be specified by a network name or other identifier, such as an IP address, but 
these can be spoofed, or imitated. As a result of spoofing, an unauthorized client could be allowed 
access to the server. More secure solutions include secure authentication of the client via encrypted 
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keys. Unfortunately, with security come many challenges, including ensuring compatibility of the client 
and server and security of key exchanges. Because of the difficulty of solving these problems, unsecure 
authentication methods are most commonly used. 
 
Distributed Information Systems 
To make client-server systems easier to manage, distributed information systems, also known as 
distributed naming services, provide unified access to the information needed for remote computing. 
The domain name system (DNS) provides host-name-to-network-address translations for the entire 
Internet (including the World Wide Web). Before DNIS became widespread, files containing the same 
information were sent via e-mail or f tp between all networked hosts. This methodology was not 
scalable. 
 
Other distributed information systems provide user name/password/user ID/group ID space for a 
distributed facility. UNIX systems have employed a wide variety of distributed-information methods. 
 
In the case of Microsofts common internet file system (CIFS), network information is used in 
conjunction with user authentication (user name and password) to create a network login that the 
server uses to decide whether to allow or deny access to a requested file system. For this authentication 
to be valid, the user names must match between the machines. 
 
Failure Modes 
Local file systems can fail for a variety of reasons, including failure of the disk containing the file system, 
corruption of the directory structure or other disk-management information (collectively called 
metadata), disk-controller failure, cable failure, and host-adapter failure. User or systems-administrator 
failure can also cause files to be lost or entire directories or volumes to be deleted. Many of these 
failures will cause a host to crash and an error condition to be displayed, and human intervention will 
be required to repair the damage. Remote file systems have even more failure modes. Because of the 
complexity of network systems and the required interactions between remote machines, many more 
problems can interfere with the proper operation of remote file systems. In the case of networks, the 
network can be interrupted between two hosts. Such interruptions can result from hardware failure, 
poor hardware configuration, or networking implementation issues. Although some networks have 
built-in resiliency, including multiple paths between hosts, many do not. Any single failure can thus 
interrupt the flow of DFS commands. 
 
6.1.4.3 Consistency Semantics 
Consistency semantics represent an important criterion for evaluating any file system that supports 
file sharing. These semantics specify how multiple users of a system are to access a shared file 
simultaneously. In particular, they specify when modifications of data by one user will be observable by 
other users. These semantics are typically implemented as code with the file system. To illustrate the 
concept, we sketch several prominent examples of consistency semantics. 
 
UNIX Semantics 

 Writes to an open file by a user are visible immediately to other users that have this file open. 
 One mode of sharing allows users to share the pointer of current location into the file. Thus, the 

advancing of the pointer by one user affects all sharing users. Here, a file has a single image that 
interleaves all accesses, regardless of their origin. 

 
In the UNIX semantics, a file is associated with a single physical image that is accessed as an exclusive 
resource. Contention for this single image causes delays in user processes. 
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Session Semantics 
 Writes to an open file by a user are not visible immediately to other users that have the same file 

open. 
 Once a file is closed, the changes made to it are visible only in sessions starting later. Already 

open instances of the file do not reflect these changes. 
 
6.2 File access methods, file systems, reliability 
 
6.2.1 File access methods 
When a file is used, this information must be accessed and read into computer memory. The 
information in the file can be accessed in several ways. There are two major access methods as follows: 
 
Sequential Access: 
Information in the file is processed in order, one record after the other. A read operation reads the next 
portion of the file and automatically advances a file pointer, which tracks the I/O location. Similarly, a 
write appends to the end of the file and advances to the end of the newly written material (the new end 
of file). Sequential access is based on a tape model of a file, and works as well on sequential-access 
devices as it does on random-access ones. 
 
Direct Access: 
A file is made up of fixed length logical records that allow programs to read and write records rapidly 
in no particular order. The direct-access method is based on a disk model of a file, since disks allow 
random access to any file block. For direct access, the file is viewed as a numbered sequence of blocks 
or records. A direct-access file allows arbitrary blocks to be read or written. There are no restrictions 
on the order of reading or writing for a direct-access file. For the direct-access method, the file 
operations must be modified to include the block number as a parameter. Thus, we have read n, where 
n is the block number, rather than read next, and write n rather than write next. 
 
6.2.2 File Systems 
Disks provide the bulk of secondary storage on which a file system is maintained. They have two 
characteristics that make them a convenient medium for storing multiple files: 

1. A disk can be rewritten in place; it is possible to read a block from the disk, modify the block, and 
write it back into the same place. 
 

2. A disk can access directly any given block of information it contains. Thus, it is simple to access 
any file either sequentially or randomly, and switching from one file to another requires only 
moving the read-write heads and waiting for the disk to rotate. 

 
The file system itself is generally composed of many different levels. The structure shown in below 
figure is an example of a layered design. Each level in the design uses the features of lower levels to 
create new features for use by higher levels. 
 
The lowest level, the I/O control, consists of device drivers and interrupt handlers to transfer 
information between the main memory and the disk system. A device driver can be thought of as a 
translator. Its input consists of high-level commands such as "retrieve block 123." Its output consists of 
low level, hardware-specific instructions that are used by the hardware controller, which interfaces the 
I/O device to the rest of the system. The device driver usually writes specific bit patterns to special 
locations in the I/O controller's memory to tell the controller which device location to act on and what 
actions to take. 
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The basic file system needs only to issue generic commands to the appropriate device driver to read 
and write physical blocks on the disk. Each physical block is identified by its numeric disk address (for 
example, drive 1, cylinder 73, track 2, sector 10). 

Application Programs 
 
 

Logical File System 
 
 

File-Organization Module 
 
 

Basic File System 
 
 

I/O control 
 
 

Devices 
The file-organization module knows about files and their logical blocks, as well as physical blocks. By 
knowing the type of file allocation used and the location of the file, the file-organization module can 
translate logical block addresses to physical block addresses for the basic file system to transfer. Each 
file's logical blocks are numbered from 0 (or 1) through N. 
 
Finally, the logical file system manages metadata information. Metadata includes all of the file-system 
structure except the actual data (or contents of the files). The logical file system manages the directory 
structure to provide the file organization module with the information the latter needs, given a 
symbolic file name. It maintains file structure via file-control blocks. A file-control block (FCB) 
contains information about the file, including ownership, permissions, and location of the file contents. 
 
6.2.3 Reliability 
Reliability is generally provided by duplicate copies of files. Many computers have systems programs 
that automatically (or through computer-operator intervention) copy disk files to tape at regular 
intervals (once per day or week or month) to maintain a copy should a file system be accidentally 
destroyed. File systems can be damaged by hardware problems (such as errors in reading or writing), 
power surges or failures, head crashes, dirt, temperature extremes, and vandalism. Files may be deleted 
accidentally. Bugs in the file-system software can also cause file contents to be lost. 
 
6.3 Allocation of Disk Space 
The direct-access nature of disks allows us flexibility in the implementation of files, in almost every case, many files are 

stored on the same disk. The main problem is how to allocate space to these files so that disk space is utilized 

effectively and files can be accessed quickly. Three major methods of allocating disk space are: 

1. Contiguous Allocation 
2. Linked Allocation 
3. Indexed Allocation 

 
1. Contiguous Allocation 
Contiguous allocation requires that each file occupy a set of contiguous blocks on the disk. Disk 
addresses define a linear ordering on the disk. With this ordering, assuming that only one job is 
accessing the disk, accessing block b +1 after block b normally requires no head movement. When head 
movement is needed (from the last sector of one cylinder to the first sector of the next cylinder), the 
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head need only move from one track to the next. Thus, the number of disk seeks required for accessing 
contiguously allocated files is minimal, as is seek time when a seek is finally needed. The IBM VM/CMS 
operating system uses contiguous allocation because it provides such good performance. Contiguous 
allocation of a file is defined by the disk address and length (in block units) of the first block. If the file is 
n blocks long and starts at location b, then it occupies blocks b, b + 1, b + 2, ..., b + n — 1. The directory 
entry for each file indicates the address of the starting block and the length of the area allocated for this 
file. 
 

Contiguous allocation has some problems, however. One difficulty is finding space for a new file. The 
system chosen to manage free space determines how this task is accomplished. Any management 
system can be used, but some are slower than others. The contiguous-allocation problem can be seen as 
a particular application of the general dynamic storage-allocation problem which involves how to 
satisfy a request of size n from a list of free holes. First fit and best fit are the most common strategies 
used to select a free hole from the set of available holes. Simulations have shown that both first fit and 
best fit are more efficient than worst fit in terms of both time and storage utilization. Neither first fit nor 
best fit is clearly best in terms of storage utilization, but first fit is generally faster. 

 
Another problem with contiguous allocation is determining how much space is needed for a file. When 
the file is created, the total amount of space it will need must be found and allocated. If we allocate too 
little space to a file, we may find that the file cannot be extended. Especially with a best-fit allocation 
strategy, the space on both sides of the file may be in use. Hence, we cannot make the file larger in place. 

 
2. Linked Allocation 
Linked allocation solves all problems of contiguous allocation. With linked allocation, each file is a 
linked list of disk blocks; the disk blocks may be scattered anywhere on the disk. The directory contains 
a pointer to the first and last blocks of the file. For example, a file of five blocks might start at block 9 
and continue at block 16, then block 1, then block 10, and finally block 25 (Figure 11.6). Each block 
contains a pointer to the next block. These pointers are not made available to the user. Thus, if each 
block is 512 bytes in size, and a disk address (the pointer) requires 4 bytes, then the user sees blocks of 
508 bytes. 

 
To create a new file, we simply create a new entry in the directory. With linked allocation, each 
directory entry has a pointer to the first disk block of the file. This pointer is initialized to nil (the end-
of-list pointer value) to signify an empty file. The size field is also set to 0. A write to the file causes the 
free-space management system to find a free block, and this new block is written to and is linked to the 
end of the file. To read a file, we simply read blocks by following the pointers from block to block. There 
is no external fragmentation with linked allocation, and any free block on the free-space list can be used 
to satisfy a request. The size of a file need not be declared when that file is created. A file can continue to 
grow as long as free blocks are available. Consequently, it is never necessary to compact disk space. 

 
Linked allocation does have disadvantages, however. The major problem is that it can be used 
effectively only for sequential-access files. To find the ith block of a file, we must start at the beginning 
of that file and follow the pointers until we get to the ith block. Each access to a pointer requires a disk 
read, and some require a disk seek. Consequently, it is inefficient to support a direct-access capability 
for linked-allocation files. 

 

Another disadvantage is the space required for the pointers. If a pointer requires 4 bytes out of a 512-
byte block, then 0.78 percent of the disk is being used for pointers, rather than for information. Each file 
requires slightly more space than it would otherwise. 
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Yet another problem of linked allocation is reliability. Recall that the files are linked together by 
pointers scattered all over the disk, and consider what would happen if a pointer were lost or damaged. 
A bug in the operating-system software or a disk hardware failure might result in picking up the wrong 
pointer. This error could in turn result in linking into the free-space list or into another file. One partial 
solution is to use doubly linked lists, and another is to store the file name and relative block number in 
each block; however, these schemes require even more overhead for each file. 

 
An important variation on linked allocation is the use of a file-allocation table (FAT). This simple but 
efficient method of disk-space allocation is used by the MS-DOS and OS/2 operating systems. A section 
of disk at the beginning of each volume is set aside to contain the table. The table has one entry for each 
disk block and is indexed by block number. The FAT is used in much the same way as a linked list. The 
directory entry contains the block number of the first block of the file. 

 
3. Indexed Allocation 
Linked allocation solves the external-fragmentation and size-declaration problems of contiguous 
allocation. However, in the absence of a FAT, linked allocation cannot support efficient direct access, 
since the pointers to the blocks are scattered with the blocks themselves all over the disk and must be 
retrieved in order. Indexed allocation solves this problem by bringing all the pointers together into 
one location: the index block. 

 
Indexed allocation supports direct access, without suffering from external fragmentation, because any 
free block on the disk can satisfy a request for more space. Indexed allocation does suffer from wasted 
space, however. The pointer overhead of the index block is generally greater than the pointer overhead 
of linked allocation. Consider a common case in which we have a file of only one or two blocks. With 
linked allocation, we lose the space of only one pointer per block. With indexed allocation, an entire 
index block must be allocated, even if only one or two pointers will be non-nil. 
 

Mechanisms for this purpose include the following: 
 Linked scheme: An index block is normally one disk block. Thus, it can be read and written  

directly by itself. To allow for large files, we can link together several index blocks. For example, an 
index block might contain a small header giving the name of the file and a set of the first 100 disk-block 
addresses. The next address (the last word in the index block) is nil (for a small file) or is a pointer to 
another index block (for a large file). 
 

 Multilevel index: A variant of the linked representation is to use a first level index block to  
point to a set of second-level index blocks, which in turn point to the file blocks. To access a block, the 
operating system uses the first-level index to find a second-level index block and then uses that block to 
find the desired data block. This approach could be continued to a third or fourth level, depending on 
the desired maximum file size. With 4,096-byte blocks, we could store 1,024 4-byte pointers in an index 
block. Two levels of indexes allow 1,048,576 data blocks and a file size of up to 4 GB. 
 

 Combined scheme: Another alternative, vised in the UFS, is to keep the first, say, 15 pointers of  
the index block in the file's inode. The first 12 of these pointers point to direct blocks; that is, they 
contain addresses of blocks that contain data of the file. Thus, the data for small files (of no more than 
12 blocks) do not need a separate index block. If the block size is 4 KB, then up to 48 KB of data can be 
accessed directly. The next three pointers point to indirect blocks. The first points to a single indirect 
block, which is an index block containing not data but the addresses of blocks that do contain data. The 
second points to a double indirect block, which contains the address of a block that contains the 
addresses of blocks that contain pointers to the actual data blocks. The last pointer contains the address 
of a triple indirect block. Under this method, the number of blocks that can be allocated to a file 
exceeds the amount of space addressable by the 4-byte file pointers used by many operating systems.  
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6.4 File protection, secondary storage management  
6.4.1 File Protection 
Protection can be provided in many ways. For a small single-user system, we might provide protection 
by physically removing the floppy disks and locking them in a desk drawer or file cabinet. In a multiuser 
system, however, other mechanisms are needed. 
 

Types of Access 
The need to protect files is a direct result of the ability to access files. Systems that do not permit access 
to the files of other users do not need protection. Thus, we could provide complete protection by 
prohibiting access. Alternatively, we could provide free access with no protection. Both approaches are 
too extreme for general use. What is needed is controlled access. 
 
Protection mechanisms provide controlled access by limiting the types of file access that can be made. 
Access is permitted or denied depending on several factors, one of which is the type of access 
requested. Several different types of operations may be controlled: 

 Read: Read from the file. 
 Write: Write or rewrite the file. 
 Execute: Load the file into memory and execute it. 
 Append: Write new information at the end of the file. 
 Delete: Delete the file and tree its space for possible reuse. 
 List: List the name and attributes of the file. 

 
Other operations, such as renaming, copying, and editing the file, may also be controlled. For many 
systems, however, these higher-level functions may be implemented by a system program that makes 
lower-level system calls. Protection is provided at only the lower level. 
 
Many protection mechanisms have been proposed. Each has advantages and disadvantages and must be 
appropriate for its intended application. A small computer system that is used by only a few members 
of a research group. 
 
Access Control 
The most common approach to the protection problem is to make access dependent on the identity of 
the user. Different users may need different types of access to a. file or directory. The most general 
scheme to implement identity dependent access is to associate with each file and directory an Access 
Control List (ACL) specifying user names and the types of access allowed for each user. When a user 
requests access to a particular file, the operating system checks the access list associated with that file. 
If that user is listed for the requested access, the access is allowed. Otherwise, a protection violation 
occurs, and the user job is denied access to the file. 
 
If we want to allow everyone to read a file, we must list all users with read access. This technique has 
two undesirable consequences: 

 Constructing such a list may be a tedious and unrewarding task, especially if we do not know in 
advance the list of users in the system. 

 The directory entry, previously of fixed size, now needs to be of variable size 
 
To condense the length of the access-control list, many systems recognize three classifications of users 
in connection with each file: 

 Owner: The user who created the file is the owner. 
 Group: A set of users who are sharing the file and need similar access is a group, or work group. 
 Universe: All other users in the system constitute the universe. 
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6.4.2 Secondary Storage Management 
Since main memory (primary storage) is volatile and too small to accommodate all data and programs 
permanently, the computer system must provide secondary storage to back up main memory. Most 
modern computer systems use disks as the principle on-line storage medium, for both programs and 
data. The operating system is responsible for the following in connection with secondary storage 
management: 
 
 Magnetic disks 

 
 Magnetic tapes 

 
 Magnetic disks 
Magnetic disks provide the bulk of secondary storage for modern computer systems. Conceptually, 
disks are relatively simple. Each disk platter has a flat circular shape, like a CD. Common platter 
diameters range from 1.8 to 5.25 inches. The two surfaces of a platter are covered with a magnetic 
material. We store information by recording it magnetically on the platters. 
 
A read-write head "flies" just above each surface of every platter. The heads are attached to a disk arm 
that moves all the heads as a unit. The surface of a platter is logically divided into circular tracks, which 
are subdivided into sectors. The set of tracks that are at one arm position makes up a cylinder. There 
may be thousands of concentric cylinders in a disk drive, and each track may contain hundreds of 
sectors. The storage capacity of common disk drives is measured in gigabytes. 
 
When the disk is in use, a drive motor spins it at high speed. Most drives rotate 60 to 200 times per 
second. Disk speed has two parts. The transfer rate is the rate at which data flow between the drive 
and the computer. The positioning time, sometimes called the random-access time, consists of the 
time to move the disk arm to the desired cylinder, called the seek time, and the time for the desired 
sector to rotate to the disk head, called the rotational latency. Typical disks can transfer several 
megabytes of data per second, and they have seek times and rotational latencies of several milliseconds. 
 
Because the disk head flies on an extremely thin cushion of air (measured in microns), there is a danger 
that the head will make contact with the disk surface. Although the disk platters are coated with a thin 
protective layer, sometimes the head will damage the magnetic surface. This accident is called a head 
crash. A head crash normally cannot be repaired; the entire disk must be replaced. 
 
 Magnetic tapes 
Magnetic tape was used as an early secondary-storage medium. Although it is relatively permanent and 
can hold large quantities of data, its access time is slow compared with that of main memory and 
magnetic disk. In addition, random access to magnetic tape is about a thousand times slower than 
random access to magnetic disk, so tapes are not very useful for secondary storage. Tapes are used 
mainly for backup, for storage of infrequently used information, and as a medium for transferring 
information from one system to another. 
 
A tape is kept in a spool and is wound or rewound past a read-write head. Moving to the correct spot on 
a tape can take minutes, but once positioned, tape drives can write data at speeds comparable to disk 
drives. Tape capacities vary greatly, depending on the particular kind of tape drive. Typically, they store 
from 20 GB to 200 GB. Some have built-in compressions that can more than double the effective 
storage. Tapes and their drivers are usually categorized by width, including 4, 8, and 19 millimeters and 
1/4 and 1/2 inch.  
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UNIT - 7 
SYSTEM PROGRAMMING 

 
7.1 Concept of system programming and difference from Application Complier 
System programming involves designing and writing computer programs that allow the computer 
hardware to interface with the programmer and the user, leading to the effective execution of 
application software on the computer system. 
 
Systems programming, or system programming, is the activity of programming computer system 
software. The primary distinguishing characteristic of systems programming when compared 
to application programming is that application programming aims to produce software which provides 
services to the user directly (e.g. word processor), whereas systems programming aims to produce 
software and software platforms which provide services to other software, are performance 
constrained, or both (e.g. operating systems, computational science applications, game 
engines, industrial automation, and software as a service applications).  
 
Systems programming requires a great degree of hardware awareness. Its goal is to achieve efficient 
use of available resources, either because the software itself is performance critical or because even 
small efficiency improvements directly transform into significant monetary savings for the service 
provider (cloud based word processors). 
 
The following attributes characterize systems programming: 

 The programmer can make assumptions about the hardware and other properties of the system 
that the program runs on, and will often exploit those properties, for example by using 
an algorithm that is known to be efficient when used with specific hardware. 
 

 Usually a low-level programming language or programming language dialect is used so that: 
 Programs can operate in resource-constrained environments. 
 Programs written to be efficient with little runtime overhead, they may have a small runtime 

library, or none at all. 
 Programs may use direct and "raw" control over memory access and control flow. 
 The programmer may write parts of the program directly in assembly language. 

 
 Often systems programs cannot be run in a debugger. Running the program in a simulated 

environment can sometimes be used to reduce this problem. 
 
Systems programming is sufficiently different from application programming that programmers tend to 
specialize in one or the other. 
 
In systems programming, often limited programming facilities are available. The use of automatic 
garbage collection is not common and debugging is sometimes hard to do. The runtime library, if 
available at all, is usually far less powerful, and does less error checking. Because of those 
limitations, monitoring and logging are often used; operating systems may have extremely elaborate 
logging subsystems. 
 
Implementing certain parts in operating systems and networking requires systems programming, for 
example implementing paging (virtual memory) or a device driver for an operating system. 
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Difference between system programming & application programming 
 

System Programming Application Programming 
1. It is the collection of components and art or 
designing of a given program. 

1. It is the set of programs that view computer as a 
tool for solving a particular problem. 

2. Programming is done using assembly language 
which interacts with hardware. 

2. Application programming is used to build 
application software which includes software. 

3. System software that executes the application 
software. 

3. Application software is a software that are been 
used by the end user. 

4. System programming is used to write low level 
instructions 

4. Application Programming is used to write High 
level instructions 

5. Examples: Loader, Linker, Compiler 5. Examples: Library Management System, Calculator, 
Web Browser 

7.2 Compiler & Its functions 
 A compiler is a special program that processes statements written in a particular programming 
language and turns them into machine language or "code" that a computer's processor uses. Typically, a 
programmer writes language statements in a language such as Pascal or C one line at a time using an 
editor. 
 
Compiler accepts high level language program as input translates them and produces its equivalent 
machine language program. 
 
 
 

Source Program  Translator   Object Program 
 
Functions of Compiler: 
Consider a system 
PL/I 
WOM:  PROCEDURE (RATE, START, FINISH); 

 DECLARE (COST, RATE, START, FINISH) FIXED BINARY (31); 

COST=RATE*(START-FINISH) + 2*RATE*(START-FINISH-100); 

RETURN (COST); 

END; 

 
I. Recognize certain strings as basic elements. 

II. Recognize combination of elements as a syntactic unit and interprets their meaning. 

III. Allocate storage and assign location to each variable in the program. 

IV. Generates machine language equivalent. 

 
 

H L L Compiler Machine 
Language Program 
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7.3 Compiler and Interpreter 
Compiler Interpreter 

1. Scans the entire program and translates it as a 
whole into machine code. 

1. Translates program one statement at a time. 

2. It takes a large amount of time to analyze the 
source code but the overall execution time is 
comparatively faster. 

2. It takes less amount of time to analyze the source 
code but the overall execution time is slower. 

3. Generates intermediate object code which 
further requires linking, hence requires more 
memory. 

3. No intermediate object code is generated, hence 
are memory efficient. 

4. It generates the error message only after 
scanning the whole program. Hence debugging is 
comparatively hard. 

4. Continues translating the program until the first 
error is met, in which case it stops. Hence debugging 
is easy. 

5. Programming languages like C, C++ and Java use 
compilers. 

5. Programming languages like Python, Ruby use 
interpreters. 

6. 
                  Preprocessing Processing 

6. 
 Preprocessing                    Processing 

 
7.4 Phases of compiler 
The compilation process is a sequence of various phases. Each phase takes input from its previous 
stage, has its own representation of source program, and feeds its output to the next phase of the 
compiler. 
 
Typically seven types compiler phases which are as follows. 
 

1. Lexical Analysis 

2. Syntax Analysis 

3. Semantic Analysis 

4. Intermediate Code Generator 

5. Machine Independent Code Optimization 

6. Code Generation 

7. Machine Dependent Code Optimization 

 
 

Source 

Code 

Object 

Code 
Machine Source 

Code 

Intermed

iate Code 
Interpreter 

Syntax Analysis 

Semantic Analysis 

Intermediate Code Generator 

Machine Independent Code 
Optimization 

Code Generation 

Lexical Analysis 

Machine Dependent Code 
Optimization 

Target Code 

Source Code 

Symbol 
Table 

Error 
Handler 
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1. Lexical Analysis 
i. Break the input characters into tokens: The input string is scanned sequentially. The basic 

elements or tokens are separated by blank, operator and special symbols are thereby recognized 
as identifier, literal and terminal symbols respectively. 
 

ii. It makes appropriate entry into respective tables. The tokens are checked by comparing them 
with the entries of the terminal tables, once a match is formed the token is classified as terminal 
symbol and the lexical analysis creates an uniform symbol of type and insert it into the universe 
symbol table.  

 
2. Syntax Analysis 
For example x=a-b*c; Valid assignment statement 
 
  

 

 

 

Parse Tree –   One intermediate form of an arithmetic 
statement is a parse tree. 

 
 
 
 
 
 
 
 

i. The second phase of compiler design is syntax analysis phase or parsing. 
 

ii. The parser uses the first component of tokens produced by Lexical analyzer to create a tree like 
intermediate representation that depicts the grammatical structure of the token string. A typical 
representation of syntax parse tree consists of all interior loads represent the operation to be 
performed and the children of the load represent the argument of the operation. 

 
3. Semantic Analysis 

i. The semantic analyzer uses the syntax tree and information in syntax table to check the source 
program for semantic consistency or meaning with respect to a particular language definition. 

ii. It also gathers information and save it in a symbol table (matrix) for further processing during 
the intermediate code generation 

iii. An important of semantic analyzer is the data type checking where the compiler checks that 
each operator has matching operands. 

 
x=a–b*c 
x=a–R1 ------------ 1 
x=R2     ------------ 2 
1st Reg. OP OP1 OP2 
R1 * b c 
R2 – a R1 
R3 = X R2 

 
 
 

a = a b * c ; – 

= 

 

 

x  * 

 

 

– C 

 

 

a  b  
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4. Intermediate Code Generator 

i. After semantic analysis the compiler generates an intermediate code of the source code for the 
target machine. 
 

ii. It represents a program for some abstract machine. It is in between the high-level language and 
the machine language. 
 

iii. This intermediate code should be generated in such a way that it makes it easier to be translated 
into the target machine code. 

 
5. Machine Independent Code Optimization 

i. Machine independent optimization does the last job defining before the code generation start. 
ii. The basic data structure required as 

a) Matrix 
b) Identifier 
c) Literal table 

 
6. Code Generation 

i. Purpose of the code generation phase is to produce the appropriate code i.e. object code in 
assembly or machine language. 
 

ii. The code generation phase has matrix as input. 
 

iii. One method of code generation is to have a table called Code Production Table (CPD) defining 
each type of matrix operation i.e. macro with the associated object code as shown below. 
 
Let D=A+B-C 
 
+ A B 
– M1 C 
= M2 D 

 
7. Machine Dependent Code Optimization 

i. Machine-dependent optimization is done after the target code has been generated and when the 
code is transformed according to the target machine architecture. 
 

ii. It involves CPU registers and may have absolute memory references rather than relative 
references. 
 

iii. Machine-dependent optimizers put efforts to take maximum advantage of memory hierarchy. 
 

iv. Source codes generally have a number of instructions, which are always executed in sequence 
and are considered as the basic blocks of the code. 
 

v. These basic blocks do not have any jump statements among them, i.e., when the first instruction 
is executed, all the instructions in the same basic block will be executed in their sequence of 
appearance without losing the flow control of the program. 


